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Digital Vita Documents (DV Docs) for VIVO
Background

Research networking systems (RNS), such as VIVO and Digital Vita (DV), provide an important source of information about researchers’ publications, grants and other accomplishments. Their primary purpose is to facilitate the discovery of researcher interests and the establishment of high-impact, productive collaborations. While these functions are important, they are not sufficient to fully incentivize adoption of RNSs among their target audiences. Importantly, RNSs must provide other direct and tangible benefits to be fully adopted. Among these benefits is the ability for researchers to generate various documents relevant to their work, such as a Curriculum Vitae (CV), NIH biosketches, evaluation forms and online profile pages from their RNS profile data. Digital Vita (DV), the University of Pittsburgh’s RNS for biomedical researchers, has, since its inception, allowed faculty to maintain their full CV data, and to generate NIH biosketches and the University of Pittsburgh-specific health sciences CV.
The focus of this proposal is to port Digital Vita’s document generation functions to the VIVO platform, generalize them, and to provide a simple Web application for VIVO users to manage and generate NIH biosketches. Subsequent to the project period, this Web application could be implemented as part of the VIVO application.
Proposal

Goals of DV Docs: The development of DV Docs described in this proposal has three goals: (1) develop a method to output personal profile data stored in VIVO as structured, well-formatted documents in rtf or pdf format; (2) provide a generalized, template-based approach for developers to modify the format and/or content of generated documents in order to allow them to create new documents based on the VIVO data model; and (3) provide a basic, standalone Web application to edit and generate full NIH biosketches based on functionality currently implemented in DV. The first two of these goals provide an important addition to the VIVO infrastructure by allowing VIVO developers to leverage document generation functions that we have implemented already in Digital Vita. Generalizing these functions through our second goal enables developers to create customized documents that are adapted to the local, regional or national context. The third goal offers end users the important capability to edit and output NIH biosketches based on their VIVO data. This application will be available to end users at the end of the project period, and we anticipate that its functionality will be integrated with the VIVO application code base subsequently.
Deliverables of DV Docs: The proposed project will produce the following deliverables:
1. An open source document generation Java Application Programming Interface (API) which will generate a document from VIVO Extensible Markup Language (XML) source data based on an xsl-fo file specifying document content and format. This API will reuse much of the document generation code that currently exists in DV. The API will support the generation of pdf and rtf file output.To generate a document, the API will take an xml file of data, a document xsl-fo file describing the document formatting, the file type (pdf or rtf) and any document-specific parameters that are supported by the particular xsl-fo to generate the desired output. (For instance, we currently support the American Psychological Association and Vancouver-style citation output for DV-generated documents.).

2. A Web service version of the API for non-Java developers. Using this version of the API, programmers who are not working with Java as their development environment can invoke document output functions by calling a restful Web service.  This allows developers to integrate document generation functions in their own applications without having to use Java. We will provide detailed hosting and installation instructions. 
3. A well documented, open source Web application that generates CVs and NIH biosketches from VIVO data using the DV Docs API. This application will serve as an example for how to use the API.  In addition to generating documents this application will allow end users to edit NIH biosketches based on current functionality implemented in DV.  A user will be able to create and edit an arbitrary number of NIH biosketches; specify the individual content of each biosketch, including the personal statement and relevant publications; and copy, delete and/or rename biosketches.
4. Full documentation for the Java API, Web service and Web application.
Project steps: While this application, to a large extent, proposes to implement functionality that already exists in the Digital Vita system, integrating this functionality with the VIVO platform entails a significant amount of time and effort. The following project steps have been formulated by the DV development team in close consultation with senior members of the VIVO Team. Several project activities, such as mapping the VIVO to the DV data model and extending the VIVO ontology with NIH-biosketch-specific requirements, will require close cooperation and the availability of highly specific information about VIVO development and system architecture. Our main goal was to propose a project with the maximum utility within the VIVO use context while at the same time minimizing development effort and risk. The proposed project steps are:
Map data fields needed for document generation in Digital Vita to their equivalents in the VIVO platform: At the VIVO conference in 2010, our project team presented a high-level comparison of the data models of DV and VIVO (http://VIVO.org/files/DV-Vivo-model-comparison-poster_080910_final.pdf). This initial review showed that the systems had significant overlap with regard to bibliographic, biographic and educational information about their respective users. However, the comparison also made clear that not all data fields had an exact, 1:1 mapping, and that either system lacked data that the other maintained. In order to identify how VIVO data fields match the requirements for CV and NIH biosketch generation as currently implemented in DV, we will first develop detailed documentation for the portion of DV’s data model used for document generation. We will then work with the VIVO Ontology Team to determine how the VIVO ontology maps to this data model. We expect that this comparison will identify (1) a fair number of data fields that can be mapped directly, (2) a certain number of data fields that may have to be transformed for document generation, and (3) some data fields that are required for document generation that the VIVO ontology does not contain.

Develop mechanisms to extract data from the VIVO platform for use with DV’s document generation algorithms: Once the data mapping described in the first step has been completed, we will develop mechanisms to extract VIVO data so they can be used for document generation. Data that can be mapped 1:1 or can be simply transformed to match required input data will not present a problem. Data needed for document generation that are not available in the VIVO ontology will require special handling as described below. We will use the standard SPARQL Protocol and RDF Query Language approach implemented in the VIVO platform to retrieve data. We are considering one of several solutions for converting VIVO source data to the XML input our application requires. One is a VIVO utility that issues SPARQL queries against a VIVO endpoint, retrieves and maps the results to Java objects, and then makes the results available as either in XML or JavaScript Object Notation (JSON) format. The other one is PHP: Hypertext Preprocessor code on the VIVO SourceForge site that takes a VIVO Uniform Resource Identifier, extracts person data from a profile and formats the output in Hypertext Markup Language. The VIVO Team will assist by providing a SPARQL endpoint for development and testing. At the end of this step, we will have a set of algorithms that produce an XML input data set for document generation given a predefined SPARQL endpoint and VIVO user ID. 
Develop an open source document generation Java Application Programming Interface (API), including a Web service version and a sample Web application: In the next project step, we will develop a reusable document generation engine based on our localized implementation in DV.  The core of this engine will be an Application Programming Interface (API) written in Java and provided as a Java jar file. The API will build on the current document generation capabilities of DV to provide an operating system independent, modular solution for generating documents.  Along with any document specific parameters such as font size or font type the main inputs to the API will be XML data containing the content for the document and an xsl file that describes the document format.  A document format xsl file will need to be created once and, when completed, can be used repeatedly with multiple data sets to generate documents.  The example application (discussed below) will contain two document format xsl files to illustrate to developers how to create this type of file.  A Web service which mimics the functionality offered in the API will be implemented using the API.  We will use a standard Java Web service framework that will allow the service to be hosted on multiple operating systems.  The Web service will provide a programming language independent document generation facility; it can be invoked from any of the many languages that can be used to create a Web service client.  When finished, this project step will provide two well-documented modules for generating documents.
Implement a Web application for editing and generating Curricula Vitae and NIH biosketches based on current functionality in DV: The completed document generation API will be used by this application to generate Curricula Vitae and NIH biosketches for VIVO users.  DV currently includes a rich set of functions that allows users to create, edit and manage NIH biosketches. Using these functions, users can enter and maintain all data necessary to generate NIH biosketches that comply with the current NIH standard. Aside from personal and biographical information, these data include publications and grants. (The VIVO application currently provides the capability to manage the same data in a similar manner.) In addition, DV allows users to maintain a library of personal statements for NIH biosketches, specify which personal statement, positions, publications and grants should appear on a biosketch, and identify which publications are most relevant to the current application. These capabilities are currently absent in VIVO, as are several of the needed data fields, such as personal statements. Therefore, we propose to develop a standalone utility for biosketch generation and management that is based on current DV functionality in order to provide VIVO users with these capabilities. Developing this application requires that we implement a persistent data store for non-VIVO NIH biosketch data, and that users can authenticate themselves. The University of Florida Team (C. Barnes) will assist with an appropriate mechanism for authentication that carries as little overhead as possible for VIVO users.
Conduct user testing: The NIH biosketch management functions in DV have undergone extensive testing and use by end users already. We therefore do not propose any significant user testing for the functional development of the utility described here. However, we will user-test the Web application with VIVO users. The user testing will follow the standard discount usability engineering method popularized by Jacob Nielsen. We will employ approximately five users per test, use a standard set of tasks, and use the thinkaloud method. The tests will be conducted remotely using desktop sharing software. The VIVO Team will work with us to find representative end users who are suitable for usability testing.
Provide full documentation for the Java API, Web service and sample Web: The software and data artifacts listed in the preceding project steps will be fully documented, and will be made available in an open source, open access manner to the VIVO and other communities. 
Timeline

The following timeline shows the sequence of project tasks during the project period (1/7/2011-8/31/2011).
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Amendment to proposal based on budget reduction discussed with Mike Conlon 12/22/2010
As a result of the budget reduction for this proposal from $151,500 to $78,000, we modify the proposal as follows. 
In our amended proposal, the Deliverable 3 (A well documented, open source Web application that generates CVs and NIH biosketches from VIVO data using the DV Docs API) and 4 (Full documentation for the Java API, Web service and Web application), as well as the associated project steps, will be replaced by the following:
3. A detailed specification for a Web application that generates CVs and NIH biosketches from VIVO data using the DV Docs API. The specification will describe functionality currently implemented in DV for generating CVs and NIH biosketches. This functionality includes creating and editing an arbitrary number of NIH biosketches; specifying the individual content of each biosketch, including the personal statement and relevant publications; and copying, deleting and/or renaming biosketches. It also includes functions to edit the content of a CV and output it in a standard format.

Provide detailed specification for a Web application that generates CVs and NIH biosketches from VIVO data using the DV Docs API: The completed document generation API will be used by this specification to generate Curricula Vitae and NIH biosketches for VIVO users.  The specification, implemented in the spring of 2010 in DV V. 1.0, has been tested with several tens of users and several hundred biosketches. It includes a rich set of functions that allows users to create, edit and manage NIH biosketches. Using these functions, users can enter and maintain all data necessary to generate NIH biosketches that comply with the current NIH standard. Aside from personal and biographical information, these data include publications and grants. (The VIVO application currently provides the capability to manage the same data in a similar manner.) In addition, DV allows users to maintain a library of personal statements for NIH biosketches, specify which personal statement, positions, publications and grants should appear on a biosketch, and identify which publications are most relevant to the current application. These capabilities are currently absent in VIVO, as are several of the needed data fields, such as personal statements. 
Our intent in providing this specification is to enable the VIVO development team to program the corresponding software utility we originally proposed in this application but had to eliminate for budgetary reasons. It is crucial to understand that the software utility is essential for end users to take advantage of the functionality proposed in this application. Therefore, the production of the document generation API and the corresponding end user utility are highly interdependent. Based on conversations with Mike Conlon, we assume that the UFL and Cornell development teams will have sufficient bandwidth to produce the utility we specify. The University of Pittsburgh team will be happy to answer questions about the specifications, but will not be able to participate in coding, testing and other development activities due to budget constraints. This means that it is the VIVO development team’s responsibility to implement the utility, a persistent data store for non-VIVO NIH biosketch data, and end user authentication, as well as to perform usability and software quality assurance testing.
4. Full documentation for the Java API and Web service.

Provide full documentation for the Java API and Web service: The software and data artifacts listed in the preceding project steps will be fully documented, and will be made available in an open source, open access manner to the VIVO and other communities. 

We will revise the budget internally upon award.
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